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Abstract
Test-time scaling is a promising new approach to
language modeling that uses extra test-time com-
pute to improve performance. Recently, OpenAI’s
o1 model showed this capability but did not pub-
licly share its methodology, leading to many repli-
cation efforts. We seek the simplest approach to
achieve test-time scaling and strong reasoning per-
formance. First, we curate a small dataset s1K
of 1,000 questions paired with reasoning traces
relying on three criteria we validate through abla-
tions: difficulty, diversity, and quality. Second, we
develop budget forcing to control test-time com-
pute by forcefully terminating the model’s think-
ing process or lengthening it by appending “Wait”
multiple times to the model’s generation when it
tries to end. This can lead the model to double-
check its answer, often fixing incorrect reasoning
steps. After supervised finetuning the Qwen2.5-
32B-Instruct language model on s1K and equip-
ping it with budget forcing, our model s1-32B ex-
ceeds o1-preview on competition math questions
by up to 27% (MATH and AIME24). Further,
scaling s1-32B with budget forcing allows extrap-
olating beyond its performance without test-time
intervention: from 50% to 57% on AIME24. Our
model, data, and code are open-source at https:
//github.com/simplescaling/s1.

1. Introduction
Performance improvements of language models (LMs) over
the past years have largely relied on scaling up train-time
compute using large-scale self-supervised pretraining (Ka-
plan et al., 2020; Hoffmann et al., 2022). The creation of
these powerful models has set the stage for a new scaling
paradigm built on top of them: test-time scaling. The aim

*Equal contribution. ZY and NM started the project. WS, NM
and ZY collected the prompts, XL, ZY and NM, built the data
pipeline, LZ and WS proposed using a 1K subset and ZY and
NM built budget forcing. 1 Stanford University. 2 University of
Washington, Seattle. 3 Allen Institute for AI. 4 Contextual AI.
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Figure 1. Test-time scaling with s1-32B. We benchmark s1-32B
on reasoning-intensive tasks and vary test-time compute.

of this approach is to increase the compute at test time to
get better results. There has been much work exploring this
idea (Snell et al., 2024; Wu et al., 2024b; Welleck et al.,
2024), and the viability of this paradigm was recently vali-
dated by OpenAI o1 (OpenAI, 2024). o1 has demonstrated
strong reasoning performance with consistent gains from
scaling test-time compute. OpenAI describes their approach
as using large-scale reinforcement learning (RL) implying
the use of sizable amounts of data (OpenAI, 2024). This
has led to various attempts to replicate their models rely-
ing on techniques like Monte Carlo Tree Search (Gao et al.,
2024b; Zhang et al., 2024a), multi-agent approaches (Huang
et al., 2024b), and others (Huang et al., 2024b; Gao et al.,
2024b; Zhang et al., 2024a; Wang et al., 2024a). Among
these approaches, DeepSeek R1 (DeepSeek-AI et al., 2025)
has successfully replicated o1-level performance, also em-
ploying reinforcement learning via millions of samples and
multiple training stages. However, despite the large num-
ber of o1 replication attempts, none have openly replicated
a clear test-time scaling behavior. Thus, we ask: what is
the simplest approach to achieve both test-time scaling and
strong reasoning performance?
We show that training on only 1,000 samples with next-token
prediction and controlling thinking duration via a simple
test-time technique we refer to as budget forcing leads to
a strong reasoning model that scales in performance with
more test-time compute. Specifically, we construct s1K,
which consists of 1,000 carefully curated questions paired
with reasoning traces and answers distilled from Gemini
Thinking Experimental (Google, 2024). We perform super-
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s1-32B: Qwen2.5-32B-Instruct fine-tuned on
1,000 reasoning examples (s1K).

Budget forcing: stop earlier, or append “Wait” to continue.
N. Muennighoff, Z. Yang, W. Shi, X. L. Li, F.-F. Li, H. Hajishirzi, L. Zettlemoyer, P. Liang, E. Candès, and T. Hashimoto
(2025). “s1: Simple test-time scaling”. arXiv preprint arXiv:2501.19393v1. s1-32B.
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Chain-of-Thought Prompting

Chain-of-Thought Prompting Elicits Reasoning
in Large Language Models
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Abstract

We explore how generating a chain of thought—a series of intermediate reasoning
steps—significantly improves the ability of large language models to perform
complex reasoning. In particular, we show how such reasoning abilities emerge
naturally in sufficiently large language models via a simple method called chain-of-
thought prompting, where a few chain of thought demonstrations are provided as
exemplars in prompting.
Experiments on three large language models show that chain-of-thought prompting
improves performance on a range of arithmetic, commonsense, and symbolic
reasoning tasks. The empirical gains can be striking. For instance, prompting a
PaLM 540B with just eight chain-of-thought exemplars achieves state-of-the-art
accuracy on the GSM8K benchmark of math word problems, surpassing even
finetuned GPT-3 with a verifier.

A: The cafeteria had 23 apples originally. They used 
20 to make lunch. So they had 23 - 20 = 3. They 
bought 6 more apples, so they have 3 + 6 = 9. The 
answer is 9.

Chain-of-Thought Prompting

Q: Roger has 5 tennis balls. He buys 2 more cans of 
tennis balls. Each can has 3 tennis balls. How many 
tennis balls does he have now?


A: The answer is 11.


Q: The cafeteria had 23 apples. If they used 20 to 
make lunch and bought 6 more, how many apples 
do they have?

A: The answer is 27.

Standard Prompting

Q: Roger has 5 tennis balls. He buys 2 more cans of 
tennis balls. Each can has 3 tennis balls. How many 
tennis balls does he have now?


A: Roger started with 5 balls. 2 cans of 3 tennis balls 
each is 6 tennis balls. 5 + 6 = 11. The answer is 11.


Q: The cafeteria had 23 apples. If they used 20 to 
make lunch and bought 6 more, how many apples 
do they have?

Model Input

Model Output Model Output

Model Input

Figure 1: Chain-of-thought prompting enables large language models to tackle complex arithmetic,
commonsense, and symbolic reasoning tasks. Chain-of-thought reasoning processes are highlighted.

36th Conference on Neural Information Processing Systems (NeurIPS 2022).
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J. Wei, X. Wang, D. Schuurmans, M. Bosma, B. Ichter, F. Xia, E. H. Chi, Q. V. Le, and D. Zhou (2022).
“Chain-of-Thought Prompting Elicits Reasoning in Large Language Models”. Advances in Neural Information
Processing Systems.
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Can Models Reason in Bengali?

DIRECT NATIVE-COT EN-COT TRANSLATE-EN

NATIVE-EXEMPLARS X X X X
ENGLISH-EXEMPLARS X N/A X N/A
MULTILINGUAL-EXEMPLARS X X X N/A

Table 2: Possible combinations between few-shot exemplar selection and solution strategies.

Model output Model output

Model input (native exemplar prompting)

প্রশ্ন: রজােরর 5টি �টিনস বল আেছ। �স আরও 2 ক্যান �টিনস বল 
িকেনেছ। প্রিতটি ক্যােন 3টি কের �টিনস বল আেছ। তার কােছ এখন 
কতগুিল �টিনস বল আেছ?

ধােপ ধােপ উত্তর: রজােরর প্রথেম 5টি বল িছল। 2টি ক্যােনর প্রিতটিেত 
3�ট �টিনস বল মােন 6টি �টিনস বল। 5 + 6 = 11। উত্তর হল 11।

প্রশ্ন: �জেনেটর হাঁসগুিল প্রিতিদন 16টি কের িডম পােড়। িতিন প্রিতিদন 
প্রাতরােশ িতনটি কের িডম খান এবং বনু্ধেদর জন্য প্রিতিদন চারটি িডম 
িদেয় মািফন �তির কেরন। অবিশষ্ট হাঁেসর িডমগুিল িতিন প্রিতিদন 
কৃষকেদর বাজাের প্রিত িডম $2 দের িবক্রয় কেরন। িতিন কৃষকেদর 
বাজাের প্রিতিদন কত ডলার উপাজর্জ ন কেরন?

ধােপ ধােপ উত্তর: 

প্রিতিদন 16টি িডম পােড়। প্রিতিদন িতনটি িডম খান এবং চারটি িডম 
িদেয় মািফন �তির কেরন। তাই প্রিতিদন 16 - 3 - 4 = 9টি িডম 
অবিশষ্ট থােক। প্রিতটি িডেমর মলূ্য $2 হেল প্রিতিদন 9 * 2 = 18 
ডলার উপাজর্জ ন কেরন। উত্তর হল 18।

প্রিতিদন 16টি িডম পােড়। প্রিতিদন িতিন িতনটি িডম খান এবং চারটি 
িডম িদেয় মািফন �তির কেরন। তাই প্রিতিদন িতিন 16 - 3 - 4 = 9টি 
িডম িবক্রয় কেরন। প্রিতটি িডেমর দাম $2। তাই প্রিতিদন িতিন 9 * 2 
= $18 উপাজর্জ ন কেরন। উত্তরটি $18।

Задача: у Майкла было 58 мячей для гольфа. … 
Сколько мячей для гольфа осталось у него к концу 
среды?
Пошаговое решение: вначале у Майкла было 58 
мячей для гольфа, 23 он потерял, и у него осталось 
58 - 23 = 35. … Ответ — 33.

问题：奥利维亚有 23 美元。 ... 她还剩多少钱？

逐步解答：5 个单价 3 美元的百吉饼应该花费 5 * 3 = 15 
美元。 ... 答案是  8。

প্রশ্ন: �জেনেটর হাঁসগুিল প্রিতিদন 16টি কের িডম পােড়। িতিন প্রিতিদন 
প্রাতরােশ িতনটি কের িডম খান এবং বনু্ধেদর জন্য প্রিতিদন চারটি িডম 
িদেয় মািফন �তির কেরন। অবিশষ্ট হাঁেসর িডমগুিল িতিন প্রিতিদন 
কৃষকেদর বাজাের প্রিত িডম $2 দের িবক্রয় কেরন। িতিন কৃষকেদর 
বাজাের প্রিতিদন কত ডলার উপাজর্জ ন কেরন?
ধােপ ধােপ উত্তর:

Model input (multilingual exemplar prompting)

Bengali question Russian question

Bengali question

Bengali chain 
of thought

Bengali chain 
of thought

Russian chain 
of thought

Chinese question

Chinese chain 
of thought

Bengali question

Bengali chain 
of thought

Figure 3: The chain-of-thought prompts and example model outputs in the MGSM experiments. The
solutions are written in the same language as the questions of interest (NATIVE-COT).

Beyond the prompting methods, there are different ways to provide few-shot examples in context for
multilingual prompting:

• All native question exemplars (NATIVE-EXEMPLARS). We use a few in-language questions
together with their solutions as the few-shot prompt exemplars. This is the most natural setting
when we have a few examples in each investigated language.

• All English question exemplars (ENGLISH-EXEMPLARS). When we are unable to access any
existing questions or solution examples in some languages, an intuitive way is to use English
questions and solutions as exemplars to perform zero-shot cross-lingual transfer. Note that it is
unrealistic to combine this exemplar selection setting with NATIVE-COT, since we assume no
access to the native language for prompting.

• Generic multilingual question exemplars (MULTILINGUAL-EXEMPLARS). Similar to
ENGLISH-EXEMPLARS, we assume access to questions and solutions in a few languages, and test
if multilingual exemplars better elicit the multilingual reasoning ability of models.

For TRANSLATE-EN, as all exemplar questions and solutions are in English, we only experiment
with the translated native question exemplars and English CoT. We summarize the combinations
of prompting and exemplar methods in Table 2, and present an illustration in Figure 3. Detailed
prompting input for each investigated combination can be found in Appendix A.2.

4 EXPERIMENTS ON MGSM

In this section, we evaluate the multilingual reasoning abilities of two representative state-of-the-art
pretrained large language models—GPT-3 (Brown et al., 2020) and PaLM (Chowdhery et al., 2022)
—on our MGSM benchmark in various prompting settings using exemplars in the source language

4

English translation of model output
16 eggs are laid each day. She eats
three and uses four to make muffins.

So 16− 3− 4 = 9 eggs remain each
day. At $2 per egg, she earns
9× 2 = 18 dollars per day.

The answer is 18.

F. Shi, M. Suzgun, M. Freitag, X. Wang, S. Srivats, S. Vosoughi, H. W. Chung, Y. Tay, S. Ruder, D. Zhou, D. Das, and
J. Wei (2023). “Language Models are Multilingual Chain-of-Thought Reasoners”. International Conference on
Learning Representations.
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Multilingual CoT: Early Results
PaLM-540B; MGSM accuracy (%); native-language exemplars

Prompting English Bengali

Direct answer 22.0 17.2

Native-language CoT 62.4 46.0

CoT substantially improves Bengali performance.
Reasoning in Bengali is less accurate than in English.
Shi et al. (2023).
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Reasoning Across Languages
Advances in reasoning are not equally accessible in every language.

AIME-Combined; DeepSeek-R1-Distill-Llama-70B (based on Llama 3.3)

Language English Chinese French Telugu Swahili

Score (%) 56.3 39.7 41.7 17.3 25.3

Users should get equally good answers in their own language.
Question and reasoning in the same language. Score requires a correct, language-compliant answer.

Barua et al. (2026).
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Models Often Just Reason in English
Distilled-R1-32B; AIME

French questions; instructed to reason in French

Detected reasoning language Percentage of traces

English 96.67%
French 3.33%

Seems undesirable if users can’t understand the reasoning

J. Qi, S. Chen, Z. Xiong, R. Fernández, D. S. Bitterman, and A. Bisazza (2025). “When Models Reason in Your
Language: Controlling Thinking Language Comes at the Cost of Accuracy”. Findings of the Association for
Computational Linguistics: EMNLP 2025.
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Scaling Helps, but Not Equally Across Languages
Released DeepSeek-R1-Distill-Qwen models (1.5B–32B)

Published as a conference paper at ICLR 2026
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DeepSeek-R1-Distill-Qwen-7B

DeepSeek-R1-Distill-Qwen-14B
DeepSeek-R1-Distill-Qwen-32B

En-Only (1.5B)
En-Only (7B)

En-Only (14B)
En-Only (32B)

Figure 2: Evaluation of scaling trends in DeepSeek-R1-Distill models on AIME-Combined. For high-
and mid-resource languages, En-CoT performance increases and approaches En-Only performance with
scale, while Target-CoT performance is consistently lower than En-CoT, highlighting target-language
reasoning as the bottleneck.

coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.
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and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore
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Figure 2: Evaluation of scaling trends in DeepSeek-R1-Distill models on AIME-Combined. For high-
and mid-resource languages, En-CoT performance increases and approaches En-Only performance with
scale, while Target-CoT performance is consistently lower than En-CoT, highlighting target-language
reasoning as the bottleneck.

coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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Target-language questions: En-CoT reasons in English; Target-CoT in the target
language. Dashed lines: English question and reasoning.

Main Takeaway: English reasoning generally performs better.

Barua et al. (2026). AIME-Combined; correct answer + reasoning in the requested language.
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reasoning as the bottleneck.

coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore

2Qwen uses a new naming convention for base models in the Qwen 3 series, hence the discrepancy.
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Target-language questions: En-CoT reasons in English; Target-CoT in the target
language. Dashed lines: English question and reasoning.

Main Takeaway: English reasoning generally performs better.
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coverage is held constant. To examine how broad multilingual coverage influences multilingual reasoning,
we select two additional models. Qwen3-8B-Base2 is pretrained on 36T tokens across 119 languages
and dialects, with coverage for all tested languages (Yang et al., 2025a). Gemma3-12B-PT (Gemma Team
et al., 2025) is pretrained on 12T tokens covering over 140 languages.

Experimental setup. We perform supervised fine-tuning of all models on 20k English reasoning traces
randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
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randomly sampled from OpenThoughts3-1.2M, which encompasses math, code, and science questions
(Guha et al., 2025) (see Appendix A.3 for complete details). We only evaluate on mathematical reasoning
(MATH-500, AIME-Combined) tasks to align with the mathematical pretraining of Qwen2.5-Math-7B.

Impact of specialized reasoning pretraining. We compare Qwen2.5-7B with Qwen2.5-Math-7B
(Table 1) to measure the impact of specialized reasoning pretraining. In En-CoT on MATH-500, most
languages see small lifts, though Swahili declines by 5.4%. By contrast, Target-CoT drops sharply for
many languages (French -46.0%, Afrikaans -39.4%), suggesting weakened target language reasoning
despite in-domain content. Surprisingly, this degradation occurs even in Chinese (-36.4%), despite Chinese
data being included in the reasoning pretraining stage. AIME-Combined shows the same asymmetry:
En-CoT improves by 5.6% on average while Target-CoT falls by 4.3%. Hence, specialized pretraining
can improve English reasoning within its domain but undermines target language performance, even for
languages explicitly included in the specialized training stage.

Impact of multilingual pretraining. Comparing scores between the Qwen 2.5 models and Qwen 3
and Gemma 3 is challenging due to differences in pretraining, architecture, and scale. We therefore
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Target-language questions: En-CoT reasons in English; Target-CoT in the target
language. Dashed lines: English question and reasoning.
Main Takeaway: English reasoning generally performs better.
Barua et al. (2026). AIME-Combined; correct answer + reasoning in the requested language.
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Learning Longer Reasoning with RL
DeepSeek-R1-Zero: 671B total parameters; 37B active per token (MoE)

Accuracy

Model
AIME 2024 MATH-500

GPQA LiveCode
CodeForces

Diamond Bench

pass@1 cons@64 pass@1 pass@1 pass@1 rating

OpenAI-o1-mini 63.6 80.0 90.0 60.0 53.8 1820
OpenAI-o1-0912 74.4 83.3 94.8 77.3 63.4 1843

DeepSeek-R1-Zero 71.0 86.7 95.9 73.3 50.0 1444

Table 2 | Comparison of DeepSeek-R1-Zero and OpenAI o1 models on reasoning-related
benchmarks.

Figure 2 | AIME accuracy of DeepSeek-R1-Zero during training. For each question, we sample
16 responses and calculate the overall average accuracy to ensure a stable evaluation.

DeepSeek-R1-Zero to attain robust reasoning capabilities without the need for any supervised
fine-tuning data. This is a noteworthy achievement, as it underscores the model’s ability to
learn and generalize effectively through RL alone. Additionally, the performance of DeepSeek-
R1-Zero can be further augmented through the application of majority voting. For example,
when majority voting is employed on the AIME benchmark, DeepSeek-R1-Zero’s performance
escalates from 71.0% to 86.7%, thereby exceeding the performance of OpenAI-o1-0912. The
ability of DeepSeek-R1-Zero to achieve such competitive performance, both with and without
majority voting, highlights its strong foundational capabilities and its potential for further
advancements in reasoning tasks.

Self-evolution Process of DeepSeek-R1-Zero The self-evolution process of DeepSeek-R1-Zero
is a fascinating demonstration of how RL can drive a model to improve its reasoning capabilities
autonomously. By initiating RL directly from the base model, we can closely monitor the model’s
progression without the influence of the supervised fine-tuning stage. This approach provides
a clear view of how the model evolves over time, particularly in terms of its ability to handle
complex reasoning tasks.

As depicted in Figure 3, the thinking time of DeepSeek-R1-Zero shows consistent improve-

7

Response length

Figure 3 | The average response length of DeepSeek-R1-Zero on the training set during the RL
process. DeepSeek-R1-Zero naturally learns to solve reasoning tasks with more thinking time.

ment throughout the training process. This improvement is not the result of external adjustments
but rather an intrinsic development within the model. DeepSeek-R1-Zero naturally acquires the
ability to solve increasingly complex reasoning tasks by leveraging extended test-time compu-
tation. This computation ranges from generating hundreds to thousands of reasoning tokens,
allowing the model to explore and refine its thought processes in greater depth.

One of the most remarkable aspects of this self-evolution is the emergence of sophisticated
behaviors as the test-time computation increases. Behaviors such as reflection—where the model
revisits and reevaluates its previous steps—and the exploration of alternative approaches to
problem-solving arise spontaneously. These behaviors are not explicitly programmed but instead
emerge as a result of the model’s interaction with the reinforcement learning environment. This
spontaneous development significantly enhances DeepSeek-R1-Zero’s reasoning capabilities,
enabling it to tackle more challenging tasks with greater efficiency and accuracy.

Aha Moment of DeepSeek-R1-Zero A particularly intriguing phenomenon observed during
the training of DeepSeek-R1-Zero is the occurrence of an “aha moment”. This moment, as
illustrated in Table 3, occurs in an intermediate version of the model. During this phase,
DeepSeek-R1-Zero learns to allocate more thinking time to a problem by reevaluating its initial
approach. This behavior is not only a testament to the model’s growing reasoning abilities
but also a captivating example of how reinforcement learning can lead to unexpected and
sophisticated outcomes.

This moment is not only an “aha moment” for the model but also for the researchers
observing its behavior. It underscores the power and beauty of reinforcement learning: rather
than explicitly teaching the model on how to solve a problem, we simply provide it with the
right incentives, and it autonomously develops advanced problem-solving strategies. The
“aha moment” serves as a powerful reminder of the potential of RL to unlock new levels of
intelligence in artificial systems, paving the way for more autonomous and adaptive models in
the future.

8

As RL training progresses, accuracy improves and responses get longer.
DeepSeek-AI (2025). “DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning”. arXiv
preprint arXiv:2501.12948v1.
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Figure 2. s1K and s1-32B. (left) s1K is a dataset of 1,000 high-quality, diverse, and difficult questions with reasoning traces. (right) s1-32B,
a 32B parameter model finetuned on s1K is on the sample-efficiency frontier. See Table 1 for details on other models.

question numbering reducing our dataset to 51,581 examples.
From this pool, we identify 384 samples for our final 1,000
samples from datasets that we perceive as high-quality and
not in need of further filtering (see §B.4 for details).

Difficulty For difficulty, we use two indicators: model per-
formance and reasoning trace length. We evaluate two mod-
els on each question: Qwen2.5-7B-Instruct and Qwen2.5-
32B-Instruct (Qwen et al., 2024), with correctness assessed
by Claude 3.5 Sonnet comparing each attempt against the
reference solution (see §B.3 for the grading protocol). We
measure the token length of each reasoning trace to indicate
problem difficulty using the Qwen2.5 tokenizer. This relies
on the assumption that more difficult problems require more
thinking tokens. Based on the grading, we remove questions
that either Qwen2.5-7B-Instruct or Qwen2.5-32B-Instruct
can solve correctly and thus may be too easy. By using two
models we reduce the likelihood of an easy sample slipping
through our filtering due to a rare mistake on an easy ques-
tion of one of the models. This brings our total samples
down to 24,496, setting the stage for the next round of sub-
sampling based on diversity. While filtering with these two
models may be optimized for our setup as we will also use
Qwen2.5-32B-Instruct as our model to finetune, the idea of
model-based filtering generalizes to other setups.

Diversity To quantify diversity we classify each question
into specific domains using Claude 3.5 Sonnet based on
the Mathematics Subject Classification (MSC) system (e.g.,
geometry, dynamic systems, real analysis, etc.) from the
American Mathematical Society.1 The taxonomy focuses

1https://mathscinet.ams.org/mathscinet/
msc/msc2020.html

on topics in mathematics but also includes other sciences
such as biology, physics, and economics. To select our
final examples from the pool of 24,496 questions, we first
choose one domain uniformly at random. Then, we sample
one problem from this domain according to a distribution
that favors longer reasoning traces (see §B.4 for details) as
motivated in Difficulty. We repeat this process until we have
1,000 total samples.
This three-stage process yields a dataset spanning 50 dif-
ferent domains (see Table 5). In §5.1, we will show that
using our three criteria in combination is important, as only
relying on quality, diversity, or difficulty in isolation leads
to worse datasets. Examples from our dataset are in §C.2.

3. Test-time scaling
3.1. Method

We classify test-time scaling methods into 1) Sequential,
where later computations depend on earlier ones (e.g., a long
reasoning trace), and 2) Parallel, where computations run in-
dependently (e.g., majority voting) (Snell et al., 2024; Brown
et al., 2024). We focus on sequential scaling as intuitively we
believe it should scale better, since later computations can
build on intermediate results, allowing for deeper reasoning
and iterative refinement. We propose new sequential scaling
methods and ways to benchmark them.

Budget forcing We propose a simple decoding-time inter-
vention by forcing a maximum and/or minimum number of
thinking tokens at test time. Specifically, we enforce a maxi-
mum token count by simply appending the end-of-thinking
token delimiter and “Final Answer:” to early exit the

3

Muennighoff et al. (2025).

1,000 questions selected from 59K
Sources include NuminaMATH, MATH,
OmniMath, and OlympicArena.

Teacher traces → SFT
• Original s1K: Gemini
• s1K-1.1: DeepSeek-R1

Student: s1-32B
Qwen2.5-32B-Instruct (32B parameters)
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Translated-s1K
s1K-1.1 (R1 traces)

• Translated-s1K: translate traces with Gemini-2.0-Flash
• Distilled-s1K: elicit target-language traces from DeepSeek-R1

Qwen3-8B-Base; MATH-500

Training traces English Non-English avg.

English s1K 92.6 33.4
Translated-s1K 92.6 78.3
Distilled-s1K 92.6 72.8

Translated traces outperform directly distilled target-language traces here.
• Non-English average over nine languages.

J. Barua, S. Eisape, K. Yin, and A. Suhr (2026). “Long Chain-of-Thought Reasoning Across Languages”. International
Conference on Learning Representations (ICLR).
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Table 2: Evaluation after fine-tuning Qwen3-8B-Base on different synthetic datasets. All evaluations
are done in the Target-CoT setting. Subscripts are calculated using OpenThoughts3-20k as the baseline for
each benchmark. Qwen3-8B is a state-of-the-art reasoning model, evaluated with thinking mode enabled
for long CoT. Gray indicates the absolute difference is less than or equal to 2 points. The AVG excludes
English and ignores missing entries (‘–‘). Fine-tuning with translated data leads to higher performance
than distilled data, and target-language data outperforms the English baseline, despite using 20× less data.
SFT Dataset EN ZH FR JA AF TH LV MR TE SW AVG

MATH-500

OpenThoughts3-20k 94.6 75.8 89.2 77.6 76.8 77.4 70.0 45.6 30.0 21.2 62.6

Translated-s1k 92.6−2.0 87.2+11.4 87.0−2.2 70.0−7.6 87.8+11.0 81.6+4.2 83.2+13.2 70.8+25.2 72.4+42.4 64.4+43.2 78.3
Distilled-s1k 92.6−2.0 60.0−15.8 78.8−10.4 64.4−13.2 85.4+8.6 83.8+6.4 82.0+12.0 76.2+30.6 67.2+37.2 57.8+36.6 72.8

Qwen3-8B (Thinking) 97.8 94.0 92.0 89.4 91.4 90.2 85.2 49.0 47.4 8.4 71.9

AIME-Combined

OpenThoughts3-20k 42.3 27.0 31.0 21.3 23.3 22.3 12.7 5.0 3.3 0.3 16.2

Translated-s1k 33.0−9.3 29.3+2.3 29.0−2.0 16.0−5.3 27.7+4.4 19.3−3.0 24.7+12.0 14.7+9.7 15.3+12.0 11.3+11.0 20.8
Distilled-s1k 33.0−9.3 10.7−16.3 21.0−10.0 13.0−8.3 28.3+5.0 19.7−2.6 22.0+9.3 16.3+11.3 13.7+10.4 12.7+12.4 17.5

Qwen3-8B (Thinking) 72.3 54.3 49.3 32.7 38.0 37.3 26.0 4.3 4.3 1.0 27.5

MMLU-ProX

OpenThoughts3-20k 71.1 59.4 66.2 53.9 57.1 52.9 – 31.5 15.5 13.9 43.8

Translated-s1k 69.0−2.1 58.7−0.7 59.5−6.7 41.2−12.7 55.1−2.0 49.1−3.8 – 40.0+8.5 34.0+18.5 26.5+12.6 45.5
Distilled-s1k 69.0−2.1 32.0−27.4 48.0−18.2 38.8−15.1 53.2−3.9 48.5−4.4 – 41.7+10.2 35.9+20.4 20.4+6.5 39.8

Qwen3-8B (Thinking) 78.1 64.8 67.5 55.4 59.0 58.2 – 32.0 30.8 1.5 46.2
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Figure 3: Inference efficiency of fine-tuned models on AIME-Combined in terms of tokens. Accuracy
is negatively correlated with cost. Fine-tuning on translated data (right) narrows the efficiency gap across
languages.

languages. In contrast, fine-tuning models on target-language data narrows the efficiency gap across
languages (right plot). This approach benefits low-resource languages, though it may reduce efficiency
in high-resource languages that could otherwise leverage cross-lingual transfer from English. While
token counts directly relate to computational costs, they may not fully capture information content due
to tokenization disparities across languages (Petrov et al., 2023). In Appendix B.7, we use bytes instead
of tokens and observe weaker negative correlations (r=−0.155 and r=−0.355), suggesting that raw
information content and performance are less related.

Error Analysis. Complex problems requiring long CoTs manifest distinct error patterns across languages.
Using our taxonomy of five error categories (described in Appendix A.8), we analyzed incorrect responses
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Table 2: Evaluation after fine-tuning Qwen3-8B-Base on different synthetic datasets. All evaluations
are done in the Target-CoT setting. Subscripts are calculated using OpenThoughts3-20k as the baseline for
each benchmark. Qwen3-8B is a state-of-the-art reasoning model, evaluated with thinking mode enabled
for long CoT. Gray indicates the absolute difference is less than or equal to 2 points. The AVG excludes
English and ignores missing entries (‘–‘). Fine-tuning with translated data leads to higher performance
than distilled data, and target-language data outperforms the English baseline, despite using 20× less data.
SFT Dataset EN ZH FR JA AF TH LV MR TE SW AVG

MATH-500

OpenThoughts3-20k 94.6 75.8 89.2 77.6 76.8 77.4 70.0 45.6 30.0 21.2 62.6

Translated-s1k 92.6−2.0 87.2+11.4 87.0−2.2 70.0−7.6 87.8+11.0 81.6+4.2 83.2+13.2 70.8+25.2 72.4+42.4 64.4+43.2 78.3
Distilled-s1k 92.6−2.0 60.0−15.8 78.8−10.4 64.4−13.2 85.4+8.6 83.8+6.4 82.0+12.0 76.2+30.6 67.2+37.2 57.8+36.6 72.8

Qwen3-8B (Thinking) 97.8 94.0 92.0 89.4 91.4 90.2 85.2 49.0 47.4 8.4 71.9

AIME-Combined

OpenThoughts3-20k 42.3 27.0 31.0 21.3 23.3 22.3 12.7 5.0 3.3 0.3 16.2

Translated-s1k 33.0−9.3 29.3+2.3 29.0−2.0 16.0−5.3 27.7+4.4 19.3−3.0 24.7+12.0 14.7+9.7 15.3+12.0 11.3+11.0 20.8
Distilled-s1k 33.0−9.3 10.7−16.3 21.0−10.0 13.0−8.3 28.3+5.0 19.7−2.6 22.0+9.3 16.3+11.3 13.7+10.4 12.7+12.4 17.5

Qwen3-8B (Thinking) 72.3 54.3 49.3 32.7 38.0 37.3 26.0 4.3 4.3 1.0 27.5

MMLU-ProX

OpenThoughts3-20k 71.1 59.4 66.2 53.9 57.1 52.9 – 31.5 15.5 13.9 43.8

Translated-s1k 69.0−2.1 58.7−0.7 59.5−6.7 41.2−12.7 55.1−2.0 49.1−3.8 – 40.0+8.5 34.0+18.5 26.5+12.6 45.5
Distilled-s1k 69.0−2.1 32.0−27.4 48.0−18.2 38.8−15.1 53.2−3.9 48.5−4.4 – 41.7+10.2 35.9+20.4 20.4+6.5 39.8

Qwen3-8B (Thinking) 78.1 64.8 67.5 55.4 59.0 58.2 – 32.0 30.8 1.5 46.2
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Transferring Reasoning Capabilities
Across Languages

1. SOLAR: align soft-token representations across languages
Background: soft-token representations.

2. COPSD: learn from an English-informed teacher
Background: on-policy self-distillation.

J. He, J. Park, W. Xu, and A. Ritter (2026). “Soft Token Alignment for Cross-Lingual Reasoning”. Advances in Neural
Information Processing Systems (NeurIPS).

Y. Liu, R. Zhao, M. A. Hedderich, and H. Schütze (2026). “Crosslingual On-Policy Self-Distillation for Multilingual
Reasoning”. arXiv preprint arXiv:2605.09548v1.
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Background: Soft Tokens

pass@1 accuracy by up to 2.48 points while simultaneously reducing token usage by up to 22.4%
compared to standard CoT. Furthermore, qualitative assessments reveal that intermediate reasoning
steps generated by Soft Thinking are highly readable, interpretable, and informative. Overall, Soft
Thinking presents an alternative reasoning paradigm that breaks the bottleneck of discrete token-based
reasoning.

2 Related Work

Chain-of-Thought (CoT) Reasoning. CoT reasoning enhances the multi-step reasoning capa-
bilities of large language models by introducing explicit intermediate steps. Existing approaches
primarily include prompt-based learning methods [1–3], supervised fine-tuning [14, 15], and rein-
forcement learning optimization [16–19]. Moreover, according to inference-time scaling laws [20],
model performance continues to improve as the length of reasoning chains increases. However, as
the chain grows longer, the computational cost also rises, making efficiency a growing concern. To
address this challenge, we propose to shift CoT reasoning from the discrete natural language token to
a continuous concept space, which is formed as a convex combination of all token embeddings. In
this space, the model can select and integrate multiple potential reasoning trajectories at the token
level.

Continuous Space Reasoning. [21] constructed datasets for two-hop reasoning tasks and showed
that intermediate reasoning variables could be decoded from hidden representations. Building on
this, [22] introduced interventions on hidden states to manipulate reasoning outcomes. Parallel
latent reasoning paths have also been observed [23]. [24] introduced latent planning steps: proposed
predicting discrete planning tokens before generating reasoning steps. [25] proposes to do reasoning
at an abstract language level beyond tokens and explores an explicit hierarchical structure. [26]
proposes extracting text embeddings from the last token of LLMs fine-tuned with instructions on
contrastive data. COCONUT [27] uses the last hidden state of the model’s final layer as the next-step
embedding. However, this method still face critical challenges. In language models with fewer
than 7B parameters, the input embedding layer and the output language model head are typically
weight-tied, enabling continuous-space reasoning by aligning the input and output spaces after
extensive training. In contrast, for models with more than 7 billion parameters, these components are
typically decoupled, meaning that the hidden states and input embeddings reside in different spaces.
Directly using hidden states as input embeddings leads to significant representational mismatch,
which is difficult to bridge even with extensive retraining. Such retraining often leads to overfitting,
catastrophic forgetting, or ineffective performance in practice [28]. To address these limitations, we
propose a training-free approach that utilizes the distribution over the vocabulary at each step as a
bridge. This method effectively aligns the hidden state output space with the input embedding space,
enabling seamless representation alignment during continuous-space reasoning.

3 Methodology

…

Input

Embedding

Probability Dist.

Original Dist.

Concept Tokens
(ct)

Weighted Sum

ct1
1000

ctm y1
.2.1.4.3

ct1

Large Language Model

ctm

…

.2.1.3.4

…

Soft Thinking

x1 … xL
.2.1.4.3 .2.1.3.4

…

…

⊕ ⊕

Intermediate Thinking Output

Figure 2: Soft Thinking replaces discrete tokens with
soft, abstract concept tokens, enabling reasoning in
continuous concept space.

In this section, we introduce Soft Thinking,
a method that generalizes standard Chain-of-
Thought (CoT) reasoning by replacing dis-
crete one-hot tokens with concept tokens and
keeping the entire original probability dis-
tribution. As shown in Figure 2, the new
embeddings are computed using probability-
weighted interpolation across all embeddings
based on the preceding concept token, facili-
tating reasoning within a continuous concept
space. Furthermore, we propose the Cold Stop
mechanism, which halts intermediate reason-
ing steps when overconfident, enhancing in-
ference efficiency and preventing generation
collapse.

3

Instead of one token:

esoft
t =

∑
v∈V

pt(v)Ev

Feed the weighted embedding
back into the model.

Z. Zhang, X. He, W. Yan, A. Shen, C. Zhao, S. Wang, Y. Shen, and X. E. Wang (2025). “Soft Thinking: Unlocking the
Reasoning Potential of LLMs in Continuous Concept Space”. arXiv preprint arXiv:2505.15778.
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SOLAR: Summarize Each ResponseSOLAR: Build a Summary for Each Language

5

English

Question +

native response

Shared LLM

Teacher forcing

Response mean

summary vector

Non-English

Question +

native response

Shared LLM

Teacher forcing

Response mean

summary vector

Mean-pool all supervised response positions

Use parallel native-language traces and the same shared modelTraining data: Translated-s1K (M-s1k)
1,000 parallel problems in 10 languages.
He et al. (2026); Barua et al. (2026).
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SOLAR: Align with EnglishAlign responses to an English pivot

7

English

Question +

native response

Shared LLM

Teacher forcing

Response mean

summary vector

Non-English

Question +

native response

Shared LLM

Teacher forcing

Response mean

summary vector

Cosine 
distance

English: stop-
gradient

He et al. (2026).
18



SOLAR: Full Training Objective
Shared Multilingual LLM

Transformer Layer L
…

Transformer Layer 1

Input Embedding Layer

English Reasoning x(en) 

Given a rational number, write it as 

a fraction in lowest terms and …

(teacher forcing)

Non-English Reasoning x(l) 

Ukipewa namba fungamanifu, 

iandike kama sehemu katika …

(teacher forcing)
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stop-gradCross-Entropy Loss 

(English)

Cross-Entropy Loss 

(Non-English)

(Final objective for English) (Auxiliary alignment objective for non-English with weight 𝜆) (Primary objective for non-English)

Figure 1: SOLAR framework. Parallel English and non-English inputs are processed by a shared LLM
under teacher forcing, producing a per-position soft token e soft

𝑡 that mixes vocabulary embeddings
under the model’s next-token distribution. Soft tokens are mean-pooled across response positions into
a per-language summary vector (ē soft

en , ē soft
ℓ

). The alignment objective Lalign is the cosine distance
between the English and non-English summaries; stop-gradient on the English side restricts alignment
gradients to the non-English branch. Both branches are supervised by cross-entropy (L (en)

CE , L (ℓ )
CE ),

and the non-English objective adds Lalign weighted by 𝜆 > 0, which controls alignment strength.

We propose SOLAR (Soft Token Alignment for Cross-Lingual Reasoning), a lightweight auxiliary
fine-tuning objective that aligns soft-token representations between English and non-English parallel
reasoning traces during supervised fine-tuning (SFT) (Figure 1). For each reasoning trace and
final response, SOLAR summarizes the model’s next-token distribution as an expectation over the
embedding matrix. It then mean-pools across positions to obtain a single continuous vector that is
independent of any individual token identity. Using English as a pivot, SOLAR minimizes cosine
distance between the English representation and each non-English counterpart, drawing all languages
toward an English-anchored semantic space. Because soft tokens operate in the shared embedding
space, they enable direct comparison across languages regardless of surface-form differences.

Our experiments show that SOLAR improves both task accuracy and cross-lingual consistency across
four multilingual reasoning benchmarks. For Qwen3-4B [68], SOLAR improves accuracy by up to
+3.8 over SFT and cross-lingual consistency by up to +4.5 on AIME 2024, with the largest gains
on low-resource languages such as Swahili. Representation analysis shows that soft tokens carry
a stronger final-layer cross-lingual signal than discrete tokens on base models, and that SOLAR
produces substantially stronger final-layer cross-lingual alignment than SFT and inference-time soft
thinking alone. At the same time, behavioral analysis shows that these gains preserve native-language
reasoning: on MGSM, SOLAR-tuned Qwen3-4B reasons in the target language’s script at 98.13%
(vs. 98.81% for the base), and SOLAR-tuned Qwen3-8B at 98.16%. This reverses the base 8B
model’s collapse to English on non-Chinese languages (Ja/Th/Te below 5%; 27.43% four-language
average). To our knowledge, SOLAR is the first method to leverage soft tokens, originally introduced
for inference-time continuous reasoning, in a cross-lingual alignment objective during post-training.

2 SOLAR: soft token alignment for cross-lingual reasoning

In this section, we first review discrete and soft thinking as two paradigms for constructing input
representations during autoregressive reasoning (§2.1), then describe how SOLAR repurposes soft-
token embeddings as a cross-lingual alignment signal during SFT (§2.2).

2

He et al. (2026).
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SOLAR: Results
Qwen3-4B: SOLAR gains over SFT (percentage points)

Results

9

Accuracy gain (pp) Cross-Lingual Consistency* gain (pp)

0

1

2

3

4

5

MGSM AIME ’24 AIME ’25 GPQA

+1.49

+3.05
+3.76

+2.02

0

1

2

3

4

5

MGSM AIME ’24 AIME ’25 GPQA

+3.11

+4.07
+4.50

+3.32

*Cross-Lingual Consistency (CLC) measures how often a model answers both the English version and the 
non-English version of the same problem correctly

On Qwen3-4B, SOLAR improves average accuracy by 2.58 percentage points over SFT
+2.58 points average accuracy over SFT.
Consistency: both the English and non-English versions
of the same problem are answered correctly.
He et al. (2026).
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SOLAR: Telugu and SwahiliResults

10

Qwen3-4B · AIME 2024 · Accuracy (%)
Base SFT SOLAR

0

10

20

30

40

5.67

20.67

29.67

Telugu

11.00

22.00

32.67

Swahili

+9.00 pp over SFT +10.67 pp over SFT

SOLAR achieves large gains in Swahili and Telugu
He et al. (2026).
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SOLAR: Why Align Soft Tokens?
Results

11

Mean accuracy gain over SFT (pp); Qwen3-4B

Averaged over MGSM, AIME 24/25, and GPQA Diamond


Top-30 soft mixture

Full-vocabulary mixture

Final hidden state

One discrete token
0 1 2 3

+0.33

+0.42

+0.88

+2.58

The soft mixture matters: a single hard token recovers little of the alignment gain

Possible explanation: a more direct gradient path to the token embeddings.

He et al. (2026).
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SOLAR: Why Align Soft Tokens?
Results

11
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Final hidden state

One discrete token
0 1 2 3

+0.33

+0.42
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The soft mixture matters: a single hard token recovers little of the alignment gainPossible explanation: a more direct gradient path to the token embeddings.
He et al. (2026).
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Does SOLAR Switch to English?Results

12

98.13%
SOLAR’s average

target-script ratio

SFT: 98.39%

Base: 98.81%

SOLAR preserves reasoning in non-English languages  
without pivoting through English

Qwen3-4B · MGSM

Target-script ratio = target-script tokens / (target-script + Latin tokens).
He et al. (2026).
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SOLAR: Baseline Comparisons
Qwen3-4B; mean accuracy over four benchmarks.

Method Approach Accuracy (%)

Soft Thinking Inference-time soft tokens 39.19
SFT Translated reference traces 45.67
MidAlign Middle-layer contrastive alignment 46.29
MAPO Translation-scored preference training 44.60
AlignX Hidden alignment + language prediction 46.12
SOLAR Soft-token alignment 48.25

MGSM, AIME 2024, AIME 2025, and GPQA Diamond.
MidAlign: D. Liu and Niehues (2025); MAPO: She et al. (2024); AlignX: Bu et al. (2025).

Results: He et al. (2026).
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Transferring Reasoning Capabilities
Across Languages

1. SOLAR: align soft-token representations across languages
Background: soft-token representations.

2. COPSD: learn from an English-informed teacher
Background: on-policy self-distillation.

Liu et al. (2026); He et al. (2026).
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Translated Traces Have Limitations

Translation can introduce errors in reasoning
• Errors in quantities, mathematical expressions, or logic

The reference may not look like the model’s own reasoning
• Train on translated reference prefixes
• At inference, continue the model’s own generated prefixes

Can we train on the student’s own trajectories instead?
Liu et al. (2026).
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Learn from the Student’s Trajectories

216 a course in machine learning

Up to constants, this gives matching upper and lower bounds for
the loss of a policy learned by supervised imitation learning that is
pretty far (a factor of T) from what we might hope for.

18.3 Dataset Aggregation

Supervised imitation learning fails because once it gets “off the ex-
pert path,” things can go really badly. Ideally, we might want to train
our policy to deal with any possible situation it could encounter.
Unfortunately, this is unrealistic: we cannot hope to be able to train
on every possible configuration of the world; and if we could, we
wouldn’t really need to learn anyway, we could just memorize. So
we want to train f on a subset of world configurations, but using
“configurations visited by the expert” fails because f cannot learn to
recover from its own errors. Somehow what we’d like to do is train f
to do well on the configurations that it, itself, encounters!

This is a classic chicken-and-egg problem. We want a policy f that
does well in a bunch of world configurations. What set of configura-
tions? The configurations that f encounters! A very classic approach
to solving chicken-and-egg problems is iteration. Start with some
policy f . Run f and see what configurations is visits. Train a new f
to do well there. Repeat.

This is exactly what the Dataset Aggregation algorithm (“Dagger”)
does. Continuing with the self-driving car analogy, we first let a
human expert drive a car for a while, and learn an initial policy f0 by
running standard supervised imitation learning (Algorithm 18.1) on
the trajectories visited by the human. We then do something unusual.
We put the human expert in the car, and record their actions, but the
car behaves not according to the expert’s behavior, but according to
f0. That is, f0 is in control of the car, and the expert is trying to steer,
but the car is ignoring them4 and simply recording their actions as 4 This is possibly terrifying for the

expert!training data. This is shown in Figure 18.2.

expertexpert

ff00

Figure 18.2: In DAgger, the trajectory
(red) is generated according to the
previously learned policy, f0, but the
gold standard actions are given by the
expert.

Based on trajectories generated by f0 but actions given by the
expert, we generate a new dataset that contains information about
how to recover from the errors of f0. We now will train a new policy,
f1. Because we don’t want f1 to “forget” what f0 already knows, f1

is trained on the union of the initial expert-only trajectories together
with the new trajectories generated by f0. We repeat this process a
number of times MaxIter, yielding Algorithm 18.3.

This algorithm returns the list of all policies generated during its
run. A very practical question is: which one should you use? There
are essentially two choices. The first choice is just to use the final
policy learned. The problem with this approach is that Dagger can
be somewhat unstable in practice, and policies do not monotonically

Watching an expert drive does not teach
recovery.
Red: the learner’s trajectory.
Green arrows: expert feedback along
that trajectory.
For an LLM:
Let the student generate.
Ask the teacher how to continue.

Illustration: Daumé III (2017).

S. Ross, G. J. Gordon, and J. A. Bagnell (2011). “A Reduction of Imitation Learning and Structured Prediction to
No-Regret Online Learning”. International Conference on Artificial Intelligence and Statistics (AISTATS). DAgger.
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COPSD: Crosslingual Self-Distillation
English Dataset  (high-resource)

          : English problem

           : English answer 

Tranlate problem to                

low-resource language

Low-resource Prompt

(Translated problem)

Student Policy Teacher Policy

Input: Input: 

On-Policy Rollout Next-Token Distributions

(generated tokens)

Generate Evaluate

… …

1       2           n           N

… …

Same
Rollout

(shared      )

1 2 n N… …

Per-Token Divergence

2. Two Policies from the Same LLM

Overall Obejective (average over steps)

3. Learning Objective1. Inputs

gradientsStudent Logits Teacher Logits

(trainable) (fixed target)

Gradients flow ONLY through the student logits.
The teacher provides learning signals but is not updated.

4. Gradient Flow

Figure 2: Overview of COPSD. Each problem is translated into a low-resource language as the student’s input. The
same LLM acts as both student and teacher: the student generates an on-policy rollout, while the teacher evaluates it
with privileged English context and the reference solution. By minimizing per-token divergence along the rollout,
COPSD transfers English-accessible reasoning behavior to improve reasoning in low-resource languages.

4 Methodology

We introduce Crosslingual On-Policy Self-
Distillation (COPSD), which extends OPSD to
multilingual reasoning. The key idea is to leverage
high-resource language information as privileged
context. During training, the student must reason
from the low-resource problem alone, while the
teacher is given additional high-resource, English
context that helps elicit a stronger reasoning
distribution from the same model, as shown in
Figure 2. This allows the model to transfer its
own English-accessible reasoning behavior to
low-resource languages without relying on an
external teacher or target-language rationales.

4.1 Crosslingual Learning Setup
We consider a multilingual reasoning dataset

D = {(x(L), x(H), y∗)},

where x(L) denotes a problem in a low-resource
language, x(H) denotes its high-resource language
counterpart, and y∗ is the reference solution in high-
resource language. In this work, we use English as
the high-resource language, reflecting the English-
centric nature of common LLM post-training (Sha-
ham et al., 2024; Dang et al., 2024).

Following OPSD, COPSD instantiates two poli-
cies from the same language model pθ. The student
policy observes only the low-resource problem:

pS(· | x(L)) ≜ pθ(· | x(L)).

The teacher policy receives privileged crosslingual
information:

pT (· | x(L), x(H), y∗) ≜ pθ(· | x(L), x(H), y∗).

Thus, the student matches the inference-time con-
dition, while the teacher has access to information
that can induce more reliable reasoning behavior.1

4.2 On-Policy Crosslingual Distillation
Given a low-resource problem x(L), the student
generates an on-policy reasoning trajectory:

ŷ(L) = (ŷ
(L)
1 , . . . , ŷ

(L)

|ŷ(L)|) ∼ pS(· | x(L)).

Both policies then evaluate the same student-
generated prefix. At each step n, we have

pnS ≜ pS(· | x(L), ŷ(L)<n ),

pnT ≜ pT (· | x(L), x(H), y∗, ŷ
(L)
<n ).

COPSD then minimizes the token-level diver-
gence between the teacher and student distributions
along the student’s own rollout:

DCOPSD(ŷ
(L) | x(L)) = 1

|ŷ(L)|

|ŷ(L)|∑
n=1

D(pnT ∥ pnS) ,

where D is a distributional divergence, such as KL
divergence. The training objective is formulated as

LCOPSD(θ) = E(x(L),x(H),y∗)∼D

Eŷ(L)∼pS(·|x(L))

[
DCOPSD(ŷ

(L) | x(L))
]
.

Gradients are backpropagated only through the stu-
dent policy, enabling the student to improve its
reasoning in the low-resource language L.

1During training, we control the explicit reasoning lan-
guage of both the student and teacher policies to match the
low-resource language of the student input; see §5.2.

4

Student: target-language question
Teacher: also gets the English question and reference solution
Liu et al. (2026).
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COPSD: Results
AfriMGSM: 17 African languages; 4,096-token limit per response.

Model Base GRPO COPSD

Qwen3-1.7B 9.11 9.18 15.53
Qwen3-4B 19.20 19.36 20.61
Qwen3-8B 19.41 19.22 23.55

Average Pass@12 (%)

Pass@12: at least one correct answer among twelve samples.

Improves performance without target-language reference reasoning traces.
Liu et al. (2026).
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Takeaways

1. Non-English reasoning often performs worse. We need better
cross-lingual transfer.

2. SFT on translated reasoning traces is a strong baseline.

3. SOLAR and COPSD improve transfer, but more work is still needed.
Barua et al. (2026); Liu et al. (2026); He et al. (2026).
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Open Questions
• Do users trust answers more when the reasoning is in their own
language? This needs a user study.

• Does reasoning language change the solution strategy or conclusion?
(Sapir–Whorf Hypothesis)

• How important is native-language reasoning for culturally grounded
questions beyond math?

Thank You!
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